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One Way Yahoo! Makes Money



1. A user with some hidden interests make a query onYahoo.2. Yahoo 
hooses an ad to display.3. The user either 
li
ks on the ad or not, (resultingin a payo� to Yahoo or not).Lots of other details: 
omputational, network, adaptiv-ity 
onstraints. Multiple ads.



A Mathemati
al Des
ription

1. The world 
hooses (x, r1, ..., rk) and reveals x.

2. You 
hoose a in {1, ..., k}.

3. The world reveals ra.

Loss is unknown even at training time! Explorationrequired, but still simpler than reinfor
ement learning.



How 
an we best reuse existing supervised learningalgorithms?Answer: Use a learning redu
tion.Redu
e learning for this problem to learning when youhave an ora
le 0/1 loss optimizer.
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Solution Approa
hes

1. Argmax Regression

2. Importan
e Weighted Classi�
ation

3. O�set Tree



The Argmax Regression Approa
hImportant fa
t: the minimizer of squared error is the
onditional mean.Training: Learn regressor f to predi
t Era given (x, a).Testing: Predi
t as hf(x) = argmaxa f(x, a)Is this for online or o�ine f?Corre
t answer: Yes
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Regression AnalysisLet D′ = x ∼ D, a ∼ U(1, ..., k),ra ∼ D|x.Let regsq(f, D′) = E(x,a)∼D′(f(x, a) − f∗(x, a))2regPL(h, D) = E(x,~r)∼D

[

rh∗(x) − rh(x)

] = poli
y regretTheorem: For all D, f(x, a):regPL(hf , D) ≤
√

2kregsq(f, D′)i.e. poli
y regret ≤ √

2k(binary regret)

Is this an online or o�ine analysis?Yes
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Regression AnalysisLet D′ = x ∼ D, a ∼ U(1, ..., k),ra ∼ D|x.Let regsq(f, D′) = E(x,a)∼D′(f(x, a) − f∗(x, a))2regPL(h, D) = E(x,~r)∼D

[

rh∗(x) − rh(x)

] = poli
y regretTheorem: For all D, f(x, a):regPL(hf , D) ≤
√

2kregsq(f, D′)i.e. poli
y regret ≤ √

2k(binary regret)

Is this an online or o�ine analysis?Yes, but doesn't address exp/exp tradeo�.



Proof sket
h: Fix x. Worst 
ase = Arm
2 4 53 61

V
al

ue

True Payoff
Predicted Payoff

⇒squared error regret = 2





E~r∼D|x

[

rh∗(x)−rh(x)

]

2





2 out of

k regression estimates
⇒average squared error regret = 1

2k

(

E~r∼D|x

[

rh∗(x) − rh(x)

])2.Solving for squared error regret gives the proof.Shallow analysis?
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k regression estimates
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2k

(

E~r∼D|x

[

rh∗(x) − rh(x)

])2.Solving for squared error regret gives the proof.Pointwise analysis = shallow?



Solution Approa
hes

1. Argmax Regression

2. Importan
e Weighted Classi�
ation

3. O�set Tree



IW Classi�
ation Approa
h (Zadrozny 2003)Training:
1. For ea
h (x, a, r) example, 
reate an importan
eweighted multi
lass example (x, a, rk).

2. Redu
e importan
e weighted multi
lass to binaryusing Costing and ECT for multi
lass to binary re-du
tion.
Testing:Make a multi
lass predi
tion.



IW Classi�
ation AnalysisLet D′ = indu
ed binary distribution.Theorem: For all D, binary 
lassi�ers b:regPL(IWCb, D) ≤ 4kreg(b, D′)

Proof: a Uniform from {1, ..., k} implies the expe
tedimportan
e weighted 
ost for 
hoosing a instead of a′is: 1
k
(rak − ra′k) = ra − ra′ = poli
y regret.Compose with Costing redu
tion⇒ multiply by Erak ≤ kCompose with ECT redu
tion⇒ multiply by 4.
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The O�set Tree for k = 2Suppose k = 2 for the moment and let a ∈ {−1,1}.Create binary importan
e weighted samples a

ordingto:
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∣ = importan
e weight



Denoising Binary Importan
e WeightingTheorem: For all binary D, binary 
lassi�ers b:regPL(OTb, D) ≤ reg(b, D′)

The indu
ed problem is inherently noisy. This tri
kredu
es the maximum noise ⇒ better bound.
1
2 = minimax value of the median reward. Plugging inthe a
tual median is always better.



Denoising for k > 2 arms

1 2 3 4 5 6

f1,2 f3,4 f5,6
7

f{1,2},{3,4} f{5,6},7

.Use the same 
onstru
tion at ea
h node. Internal nodesonly get an example if all leaf-wards nodes agree withthe label.



Denoising with k arms

D′ = random binary problem a

ording to 
han
e thatbinary problem is fed an example.

b = the 
lassi�er whi
h predi
ts based on both x andthe 
hoi
e of binary problem a

ording to D′.Theorem: For all k-
hoi
e D, binary 
lassi�ers b:regPL(OTb, D) ≤ (k − 1)reg(b, D′)

And [lower bound℄ no redu
tion has a better regretanalysis.Note: lower bound is easy but not trivial be
ause itholds for any value of reg(b, D′).



A Comparison of Approa
hesAlgorithm Poli
y Regret BoundArgmax Regression √

2kregsq(s, DAR)IW Classi�
ation 4kreg(b, DIWC)O�set Tree (k − 1)reg(b, DOT)How do you expe
t things to work, experimentally?



O�ine Appli
ation, by simulation on UCI, 
omparingwith Argmax and IW
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Online Appli
ation, by simulation on RCV1,
omparing with Banditron



Thanks!Paper o� my webpage → intera
tive learningFurther dis
ussion at http://hun
h.net


